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Dynastic altruistic models with endogenous fertility have been shown to be unable to
generate enough intergenerational persistence. Using a Bewley model with endogenous
fertility we show that it is possible to recover persistence. Key ingredients for our result
include exponential child discounting, discrete number of children, diminishing costs of
child rearing, and an elasticity of intergenerational substitution larger than one. Our
model provides a unified framework of analysis for long-run inequality that incorporates
fertility choices.
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1. Introduction

During the last two decades the study of inequality has significantly advanced thanks to the development of a fairly
unified and tractable framework of analysis known as Bewley models.1 As explained in Aiyagari (1994), these models build
upon the standard growth model of Brock and Mirman (1972) by incorporating precautionary saving motives and liquidity
constraints. The connection with the standard growth model is very appealing because a single unified framework can be
used to study issues of long term growth or business cycles – as in Kydland and Prescott (1982) – and issues of distribution
or inequality. Implicit in this framework is the idea of dynastic altruism: either individuals are infinitely lived or, more
realistically, lives are finite but individuals care about the welfare of their descendants. Dynastic altruism is an important
conceptual benchmark because it brings certain level of efficiency, if not full efficiency, to the resulting allocations.

This fairly unified framework, however, seems to fall apart when serious consideration is given to fertility decisions. In
particular, Becker and Barro (1988) and Barro and Becker (1989) introduce optimal fertility choices within the optimal
growth model and find that some of the most appealing conclusions obtained under the exogenous fertility assumption are
seriously altered.2 On the specific issue of inequality, the optimal fertility choice tends to eliminate any inequality and any
persistence of inequality, a result highlighted by Bosi et al. (2011) in the context of a deterministic Barro–Becker model. In
egie Rochester NYU Conference on Public Policy.
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r a pedagogical exposition. Some of the contributions in this literature include, among many, Loury
6), Krusell and Smith (1998), Castañeda et al. (2003), and Restuccia and Urrutia (2004). See Cagetti and

e counterfactual predictions of the Barro–Becker model. For instance, this model predicts a negative
dividual income. This prediction runs counter to standard consumption theory, and a variety of evi-
time income and lifetime consumption.
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contrast, the version of the model with exogenous fertility predicts that any initial inequality is highly persistent, as shown
by Chatterjee (1994). An analogous result is obtained using Bewley style models. While Bewley models with infinitely lived
agents, as in Aiyagari (1994), or with exogenous fertility, as in Castañeda et al. (2003), predict significant and persistent
inequality, an analogous version with endogenous fertility predicts lack of persistence (Alvarez, 1999). We call this class of
models with altruism, endogenous fertility, precautionary savings, and liquidity constraints, the Barro–Becker–Bewley (BBB)
models. Section 2 derives and discusses in more detail the lack of persistence results for a “standard” BBB model, or SBBB,
one that exhibits a specific type of altruism, continuous number of children and constant costs of raising children.

The key possibility introduced into the growth model when allowing endogenous fertility is that richer individuals can
use family size as a way to obtain welfare, an extensive margin, instead of providing more consumption to each descendant,
the intensive margin. This turns out to be the optimal solution and, as a result, there is no inequality after the original
generation. Although inequality can be recovered when markets are incomplete and shocks are idiosyncratic, Alvarez finds
an implausible lack of persistence result, or lack of memory, in the SBBB model: there is no persistence in economic status
after controlling for innate ability. In other words, social mobility is perfect. Hosseini et al. (2013) find an analogous result,
which they call the “resetting” property, in the context of an optimal contract with private information. We derive a version
of these results in Section 2 below.

Due to some arguably unrealistic predictions of existing altruistic models with endogenous fertility – namely lack of
inequality, lack of persistence and/or a positive response of fertility to income – most of the existing literature on inequality
either: (i) abstracts from endogenous fertility decisions; or (ii) departs from the assumption that parents are purely altruistic
and exhibit instead certain type of warm glow altruism (e.g., De la Croix and Doepke, 2003; Sholz and Seshadri, 2007). Both
approaches are convenient for multiple purposes but unsatisfactory for others. For example, by ignoring issues of fertility
the recent literature on inequality is silent about the documented strong association between fertility, inequality and
poverty, an association that has been used to support family planning programs around the world (e.g., Chu and Koo, 1990).
Furthermore, warm glow altruism is unsatisfactory when addressing issues of policy evaluation and optimal policy design
because it introduces, by assumption, inefficiencies at the household level (Kaplow and Shavell, 2001).

An older literature on the topic of inequality and fertility, one that mostly abstracts from savings, inter vivos transfers and
bequests, shows that systematic differences in fertility rates among income groups affect the observed distribution of
incomes. This literature includes authors such as Lam (1986, 1997), and Chu and Koo (1990). A parallel literature focuses on
the relationship between fertility and wealth. In an early paper, Menchik (1979) examines the relationship between the
material wealth held by parents and that held by their children in the US by using probate records from Connecticut. He
finds that this relationship significantly varies with family size, in particular the “median child–parent [terminal] wealth
ratio in one-child families was 1.84; the median in families with three or more children was between 0.6 and 0.9; and the
median in two-child families was exactly 1.” (p. 351). More recently, Sholz and Seshadri (2007) use the Health and
Retirement Survey to provide suggestive evidence that children may have an effect on wealth accumulation and dispersion.
They show that net worth as a percentage of lifetime earnings is declining with children once a family has two children. In
particular, the median is 11% for families with two children, while it is about 9.5% for families with three to four children,
and below 8% with five children.

This paper revisits the relationship between fertility, savings, long run inequality and social mobility in economies
populated by altruistic individuals. Since pure altruism is at the core of modern macroeconomics, a field that builds
extensively on the dynastic model, it is natural to wonder if pure altruism is ultimately inconsistent with key stylized facts
regarding social mobility, the distribution of earnings, income, and wealth, as well as evidence of fertility declining with
income (Jones and Tertilt, 2008).3 We consider various ways to recover inequality and persistence in BBB models, as well as
conditions to replicate a negative fertility–income relationship. We are able to show that, under very natural conditions,
pure altruism can generate the degree of inequality and persistence as well as the negative fertility income relationship
suggested by the data. To the extent of our knowledge, our BBB model is the first altruistic model to get these predictions
right.4 Our analysis implies that altruism is ultimately consistent with empirical evidence of fertility and inequality, and it
provides tools for researchers and policy makers to fully incorporate considerations of fertility and family size into the
analysis of inequality.

The model we analyze features individuals who live for two periods: as a child and as an adult. Individuals start
adulthood with a level of earnings ability and a level of transfers they receive from their parents. We refer to these transfers
as “bequests” although more precisely they represent the present value of all the resources individuals receive from their
parents during adulthood. We also refer to these bequests as “wealth” as they represent a measure of dynastic wealth.
Adults in the model consume and decide on the number of children. Raising children involves a time cost and a “goods cost”
given by the bequests. Earning abilities are random and persistent, drawn from a first order Markov process. The labor
supplied by an individual is determined by the number of children.

We derive some theoretical results and calibrate the model. We rely on the Panel Study of Income Dynamics (PSID) in
order to compute a number of calibration targets regarding intergenerational persistence and inequality. We also use
3 In Cordoba and Ripoll (2014) we address other issues of altruistic models of endogenous fertility besides inequality.
4 Alvarez (1999) considers some of these possibilities in theory. His main focus is on the intergenerational persistence of wealth. Our contribution is to

provide a quantitative exercise. We uncover additional issues with the persistence of earnings, which have not been previously documented.
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information provided in other sources, particularly in the Census, the Child Development Survey of the PSID, and the United
States Department of Agriculture to set additional targets. These sources are particularly important to determine the income
elasticity of fertility, as well as the costs of raising children.

The analysis yields a number of interesting results regarding intergenerational links, inequality and fertility choice. First,
we document that the exogenous persistence of abilities alone is not enough to generate plausible levels of persistence of
wealth in the SBBB model. Although the theoretical analysis of Alvarez (1999) shows no endogenous persistence of wealth,
there is still the possibility of generating enough persistence through the exogenous persistence of abilities. However, our
calibration exercise confirms the lack of persistence for the SBBB model. In particular, the standard modeling assumptions
from Barro and Becker (1989) include a power altruistic function, a constant marginal cost of raising children, and a con-
tinuous number of children. These assumptions together eliminate the endogenous persistence of inequality because the
transfers given by parents are independent from the transfers received, although they are a function of parental abilities.
Relaxing the assumption that the altruistic function is a power function goes a long way to recover persistence. In particular,
when we replace this function for an exponential one, the model generates significantly more persistence. As we show, our
altruistic function implies a much stronger degree of child discounting so that the value of additional children falls much
faster than what is implied by the power function. As a result, our altruistic parents have less incentive to use the extensive
margin of family size. In addition, making the number of children discrete limits the extent to which individuals may freely
use children as a margin of adjustment of their wealth portfolios.

Second, we document that the SBBB also exhibits lack of persistence of earnings in spite of significant exogenous per-
sistence of abilities. Earnings are the product of ability and labor supply. In this respect, the behavior of labor supply, which
depends on the number of children, becomes essential in understanding earnings persistence. It turns out that in models
with endogenous fertility, labor supply is negatively correlated across generations, which tends to lower the persistence of
earnings. Specifically, low ability individuals tend to have more children, lower labor supply, lower earnings, and would
transfer less to their children. In turn, these asset-poor children would have less children and higher labor supply. We find
that introducing diminishing marginal costs of raising children, as well as a discrete number of children, helps restoring the
persistence of earnings. This is the case because both of these features reduce the dispersion in labor supply and fertility.
Reduced dispersion lessens the role of the negative correlation of labor supply across generations on earnings and increases
the role of abilities, which are significantly persistent in the calibration, restoring thus the persistence of earnings.

Third, we find that parents are much more willing to substitute consumption intergenerationally than intertemporally.
Specifically, the elasticity of intergenerational substitution (EGS) is larger than the more commonly used elasticity of
intertemporal substitution (EIS).5 We calibrate the EGS to match the Gini coefficient of wealth as intergenerational sub-
stitution plays a key role in determining the amount of intergenerational savings and the mass of agents with zero transfers
(or “bequests”). It turns out that this parameter is also important in guaranteeing a negative relationship between earnings
ability and fertility.

We consider two policy experiments: an increase in estate taxes, and a family planning policy of restricting fertility to no
more than replacement levels, in the spirit of the one child policy. We show that such policies have significant effects on
average wealth, consumption, and income, but also important distributional and social mobility effects. The estate tax policy
reduces means but also reduces inequality and increases social mobility. The family planning policy increases means but
also increases inequality and reduces social mobility. We show that adding endogenous fertility to Bewley models has first
order effects on the quantitative predictions of the model in response to various policies, as well as novel qualitative
predictions.

The remainder of the paper is organized as follows. Section 2 presents the model and derives various analytical results
regarding persistence, as well as the relationship between fertility and ability. Section 3 describes the calibration exercise
and the data used. Section 4 presents the results of the quantitative exercise and compares them with those of the SBBB
model and the standard dynastic model with no fertility choice. This section highlights how different modeling assumptions
on the altruistic function and the time cost of raising children affect the quantitative performance of the model. Robustness
exercises are also provided. Section 5 reports the results of the two policy experiments. Concluding comments are presented
in Section 6.
2. A model of dynastic altruism

2.1. Preliminaries

The following is a version of the BBB model studied by Alvarez (1999). Individuals live for two periods, one as a child and
one as an adult. Children do not consume. Adults have earning ability ω and receive parental transfers b. We also refer to b
as bequest or wealth. Lifetime resources are given by 1þrð Þbþð1�ΛðnÞÞω, where r is a risk-free interest rate, and ΛðnÞ is the
time cost of raising n children. Normalizing total parental time to one, labor supply is then given by ð1�ΛðnÞÞ. There is a
maximum feasible number of children n satisfying Λ nð Þ ¼ 1. Resources can be used to consume c, and to give a transfer b0 to
5 The elasticity of intergenerational substitution is formally defined by Cordoba and Ripoll (2014).
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each of the n children. The total cost of raising children includes a time cost ΛðnÞ, and a good cost nb0. Individuals randomly
draw his/her earnings ability ω0 from a distribution Fðω0jωÞ, whereω is the ability of the parent. Individuals know their own
earning ability but not the ability of their children.

Preferences are of the form V ¼ UðcÞþ R n
0 E V 0

ijω
� �

ϕi di where U(c) is the utility flow derived from consumption, E V 0
ijω

� �
is

expected lifetime utility of child i, ϕiZ0 is the weight that the parent places on the welfare of child i, and n is the mass of
children. These preferences are appealing because they describe parents as social planners at the household level. Since
weights are non-negative, children are goods to parents only if V 0

iZ0. This requires the restriction UðcÞZ0. We focus on the
CRRA case, UðcÞ ¼ c1�σ=ð1�σÞþU , where 1=σ is the elasticity of intergenerational substitution (EGS), a parameter that
controls the willingness to substitute consumption between parents and children. As discussed in Cordoba and Ripoll
(2014), the EGS is conceptually and quantitatively different from the elasticity of intertemporal substitution (EIS).6 A positive
constant U ensures a positive utility flow in the low curvature case, σ41.

Similarly to the existing literature, we focus on the symmetric case, V 0
i ¼ V .7 In this case,

R n
0 E V 0

ijω
� �

ϕi di ¼ΦðnÞE V jω½ �
where ΦðnÞ ¼ R n

0 ϕi di is the weight parents place on their n children. Notice that Φ0ðnÞ ¼ϕn40. In order to keep utility
bounded, it is necessary to assume that parents put more weight on themselves than on all their potential children, or that
14ΦðnÞ. Assuming further that ϕi decreases with i implies that ΦðnÞ is concave. Let ξðnÞ ¼Φ0ðnÞn=ΦðnÞ be elasticity ofΦðnÞ
with respect to n, an elasticity that plays a central role in fertility choices.

Two functional forms forΦðnÞ are explored below: hyperbolic and exponential child discounting. Hyperbolic discounting
is the most common in the literature (e.g., Becker and Barro, 1988). It takes the form ϕi ¼ β 1�ϵð Þi�ϵ, 0oϵo1, which
implies ΦðnÞ ¼ βn1�ϵ and a constant elasticity ξðnÞ ¼ 1�ϵ. The restriction 0oϵo1 is required for marginal weights to be
positive and decreasing.8

Exponential child discounting takes the form ϕi ¼ βμe�μi, with μ40, which implies ΦðnÞ ¼ β 1�e�μnð Þ and a decreasing
elasticity ξðnÞ ¼ μn= eμn�1ð Þ which goes from ξð0Þ ¼ 1 to ξð1Þ ¼ 0. This type of discounting is the natural counterpart of
exponential time discounting, but applied to individuals. It has the convenient property that Φð1Þ ¼ β so that βo1 ensures
the boundedness of parental utility for any positive fertility. This property does not hold in the hyperbolic case.

2.2. Recursive formulation

The following is a recursive formulation of the individual's problem:

Vðb;ωÞ ¼ max
nZnZ0;bZb0 Z0

U 1þrð Þbþð1�Λ nð ÞÞω�nb0
� �þΦðnÞE Vðb0;ω0Þjω� �� �

:

Notice that restriction b0Z0 implies bequests are restricted to be non-negative. This is a natural assumption, as a number of
legal and/or moral restrictions prevent parents from imposing debt obligations on their children. This problem is not a
standard discounted dynamic programming problem due to the endogeneity of the discount factor ΦðnÞ, and the non-
convexity introduced by term nb0. As a result standard properties, such as strict concavity of the value function, need to be
established. Some properties of the problem are well-known for specific functional forms U(c) and ΦðnÞ (Alvarez, 1999; Qi
and Kanaya, 2010). We assume that the problem is well-behaved and check numerically that this is in fact the case.

Let n¼Nðb;ωÞ and b0 ¼ Bðb;ωÞ be the optimal decision rules. The optimality conditions for n and b0, and the Envelope
condition for b are respectively,

b0 þωΛ0 nð Þ ¼Φ0 nð ÞE Vðb0;ω0Þjω� �
U0 cð Þ ; ð1Þ

U0 cð ÞZΦðnÞ
n

E Vbðb0;ω0Þjω� �
; with equality if b040; and ð2Þ

Vbðb;ωÞ ¼ 1þrð ÞU0ðcÞ: ð3Þ
The conditions above assume an interior solution for fertility but allow a general solution for transfers. Corner solutions for
fertility are discussed below. The left-hand side of Eq. (1) is the marginal cost of a child, including goods and time costs,
while the right hand side is the marginal benefit of the n child to a parent. Term E Vðb0;ω0Þjω� �

=U0 cð Þ is the expected welfare
of the child measured in units of parental consumption, while Φ0ðnÞ ¼ϕn40 is the marginal weight of the n child.
6 To see this, one can interpret adult consumption c as a composite good made of consumption flows at various ages:

c¼
Z T

0
e�ρtc1�η

a da
� 	1=1�η

:

In this interpretation the EIS is 1=η, while EGS¼ 1=σ.
7 Symmetric treatment is not optimal given that weights are different. However, it may be optimal for strategic reasons as in Bernheim and Severinov

(2003).
8 Alvarez (1999) also considers the case ϵ41 combined with a negative utility function, so that parental utility increases with the number of children.

Notice that this implies negative marginal weights, ϕio0, so that parents are not altruistic toward all their children. Our calibration exercise results in
ϵo1, so we do not consider the case ϵ41 here.
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The optimal condition for bequests can be written, using the last two equations, as

U0 cð ÞZΦðnÞ
n

1þrð ÞE U0 c0ð Þ� �
: ð4Þ

This version of the Euler equation describes optimal intergenerational consumption smoothing. An important difference

with the traditional Euler equation is that the average degree of altruism, bβðnÞ �ΦðnÞ=n, takes the place of the discount
factor. As a result, family size plays a key role in determining intergenerational savings, and in particular, larger families have

less incentives to save since bβ 0
ðnÞo0.

Given the policy functions, the wealth-ability distribution can be computed recursively as

ptþ1 b0;ω0� �¼ 1
nt

X
ω

X
b:b0 ¼ Bðb;ωÞf g

pt b;ωð ÞN b;ωð ÞF ω0 ωj Þð

where nt ¼
P

ω;bptðb;ωÞNðb;ωÞ is average fertility.
Finally, define (lifetime) labor earnings as e� 1�ΛðnÞ� �

ω and income as y� 1�ΛðnÞ� �
ωþrb. The model does not offer a

measure of wealth easily comparable with observed measures of wealth in the data. Variable b0 are transfers from parents to
children during adulthood and is a measure of dynastic wealth, excluding any life cycle component. Nonetheless, the
quantitative exercise we present here provides insights into the ability of endogenous fertility models to recover certain
level of persistence of b. We now discuss two properties of the model regarding persistence and the relationship between
fertility and ability.

2.3. Persistence

The most common functional forms of the dynastic altruism model of Barro and Becker (1989) assumes a constant
marginal cost of raising children and hyperbolic child discounting. Proposition 1 states that under those assumptions the
optimal bequest policy is independent of b and therefore there is no endogenous persistence of inequality.

Proposition 1. Suppose as in the SBBB model that Λ0ðnÞ ¼ λ and ξ nð Þ ¼ ξ. Then b0 ¼ Bðb;ωÞ ¼ BðωÞ.

Proof. Combining (1) and (2) yields

b0 þωΛ0 nð Þrξ nð Þ E Vðb0;ω0Þjω� �
E Vbðb0;ω0Þjω� � with equality if b040: ð5Þ

Under the stated assumptions, Eq. (5) is independent of n, and therefore the condition fully describes the solution of b0: b0 is
either 0 or the one that solves Eq. (5) with equality. Since (5) does not depend on b, the optimal solution takes the form
b0 ¼ BðωÞ.□

This result was first obtained by Barro and Becker (1989) for a determinist environment, and later extended by Alvarez
(1999) in a stochastic SBBB model. Our derivation is novel and more direct.9 We call this result the lack of (endogenous)
persistence property. Proposition 1 is particularly important because it remains the most popular formulation of the Barro–
Becker model.

Fig. 1 illustrates some implications of the lack of persistence property for the deterministic case of constant ability. Fig. 1(a) shows,
for givenω, the policy function b0 ¼ BðbÞ for the case of exogenous fertility. The figure assumes n¼1 and, for simplicity, ð1þrÞβ¼ 1.

In that case, b0 ¼ b is the optimal policy. Thus, if the initial distribution of wealth is described by a vector b
!

0, financial inequality is

perfectly persistent as b
!

t ¼ b
!

0 for all t. Fig. 1(b) shows the policy function for the case of endogenous fertility. In that case, b0 ¼ b
regardless of b. As a result, any initial inequality disappears after one generation, a point made transparent in Bosi et al. (2011). The
deterministic altruistic model with endogenous fertility predicts no persistence of economic status.

Fig. 2 illustrates analogous results for the stochastic case. Fig. 2(a) shows the case of exogenous fertility with 1þrð Þβo1
and n¼ 1. The figure follows Aiyagari (1994). In this case, there is inequality even in the long run and endogenous per-
sistence of wealth: conditional on ability, richer parents provide more assets to their children except in the region where
b0 ¼ Bðb;ωÞ ¼ 0. Fig. 2(b) illustrates the endogenous fertility case: conditional on ability, asset rich parents do not have asset
rich children. Economic status is not persistent beyond any persistence that comes from the exogenous persistence of
abilities. Whether this channel of pure exogenous persistence is enough to account for the empirical evidence is a quan-
titative question. We explore this possibility in the next section.

Persistence weakens when fertility is endogenous because richer parents can use family size as a way to obtain welfare,
the extensive margin, instead of providing more consumption to each descendant, the intensive margin. For the functional
forms originally used by Barro and Becker (1989) all (endogenous) persistence disappears.
9 Our derivation uses the household problem, while Alvarez derives the result by aggregating at the dynasty level. His derivation assumes that all
children have the same ability ω0 , while our derivation does not impose this assumption.



Fig. 1. Optimal bequest policy – Deterministic case. (a) Exogenous fertility. (b) Endogenous fertility.
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Proposition 1 suggests that the lack of persistence is a special result obtained for specific but stylized functional forms
commonly used in the literature. Equation (5) suggests two ways to recover persistence: an increasing marginal time cost of
raising children or a decreasing elasticity of altruism.10 Both alternatives either make more costly or less attractive the use of
the family size margin. The second alternative is more plausible since the evidence suggests that the marginal time cost of
raising children decreases with the number of children due to parental learning by doing. A third channel we explore here is
to allow a discrete number of children, which limits the extent to which parents can use the family size margin. To the best
of our knowledge, we are the first to explore how this inherent lumpiness in the choice of number of kids affects inequality
and intergenerational persistence.

2.4. The fertility–ability relationship

Consider now the model's ability to generate a negative relationship between fertility and parental earnings consistent
with the empirical evidence (Jones and Tertilt, 2008). In the context of a deterministic model, Cordoba and Ripoll (2015)
have shown that such pattern can only be obtained if the EGS is larger than one, and Cordoba and Liu (2014) find the same
result in the context of an stochastic model with no savings. It turns out that EGS41 is also required in the current model.
To see this, it is convenient to rewrite (1) as

b0 þωΛ0ðnÞ� �
U0 cð Þ ¼ b0 þωΛ0ðnÞ

cσ
¼Φ0 nð ÞE Vðb0;ω0Þjω� �

:

Notice first that the marginal benefit of having a child, the right hand side of the expression, typically increases with the
10 Alvarez (1999) discusses these possibilities.



Fig. 2. Optimal bequest policy – Stochastic case. (a) Exogenous fertility. (b) Endogenous fertility.
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ability of the parent ω for two reasons: first, since abilities are intergenerational persistent, the ability of the child also
increases; second, since abilities are typically mean reverting, the ability of the child does not increase as much as the ability
of the parent inducing parental transfers b0 to increase.

For fertility to decrease with parental ability, the marginal cost must increase more than the marginal benefit. The
marginal cost tends to increase both because the time cost ωΛ0ðnÞ increases, and also because transfers b0 are expected to
increase. However, parental consumption also increases with ability which reduces the marginal utility of parental con-
sumption and lowers the cost of raising children. In other words, the diminishing marginal utility of parental consumption
makes children more valuable. If σ is sufficiently large this effect would dominate and fertility will increase with ability.
Therefore, a negative fertility–earnings relationship requires a low σ, or high EGS. How high? For this purpose, consider the
case of poor individuals, those who received zero transfers from their parents (b¼0) and do not leave any transfers to their
children. Their marginal cost of raising children is

ωΛ0ðnÞ
cσ

¼ ω1�σΛ0ðnÞ
1�Λ nð Þ� �σ :

For poor individuals, the marginal cost increases with ability when σo1.
3. Calibration

We now discuss the calibration exercise and the data used. Bringing the model to the data is difficult due to its simplicity
and to data limitations. In particular, while bequests in the model include total adult intergenerational transfers, the data
available is net assets over the life cycle, or wealth. To make some progress, we follow a heuristic approach by assuming that
key moments of the distribution of wealth, namely Lorenz curves and degree of persistence, also characterize the dis-
tribution of bequests. For our purposes of recovering persistence, this approach turns out to be sufficiently informative as
many key results are robust to alternative plausible assumptions. We provide some robustness checks for our results. For
instance, since a Gini of bequests is available in the data, we use it as a calibration target instead of the Gini of wealth.
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Although bequests are only part of total intergenerational transfers, they are more concentrated than the wealth we
measure over the life cycle.

Despite the model's simplicity, our quantitative analysis is informative because it uncovers the fundamental issues of
recovering persistence in this class of models. In fact, as we show below, beyond the theoretical lack of persistence in wealth
in Proposition 1, the quantitative analysis reveals a lack of persistence in earnings. It is this dual issue the one that sheds
light on the types of mechanisms necessary to simultaneously fix both.

When comparing to the existent literature, it is important to keep in mind three aspects of the model that make the
calibration non-standard. First, the earning process is not annual but life time. Second, the curvature of the utility function
does not reflect the intertemporal elasticity of substitution. In fact, typical calibrations set σ41 but, as discussed in the
previous section, a negative fertility–earnings relationship requires σo1. Third, discount factors are family specific and
depend on fertility rates.

Our quantitative analysis consists of calibrating and comparing three models: (i) our preferred BBB model, (ii) a standard
BBB model (SBBB), and (iii) a standard dynastic model with exogenous fertility equal to one. Our BBB model features expo-
nential child discounting, a decreasing marginal cost of raising children, and a discrete number of children. These are the three
ingredients that recover persistence in both earnings and wealth. The SBBB model features hyperbolic child discounting, a
constant marginal cost of raising children, and a continuous number of children. These are the assumptions of the original
Barro and Becker (1989) model, those behind the lack of persistence result in Proposition 1 illustrated in Fig. 2(b). Last, the
standard dynastic model with exogenous fertility is the one mostly used in the inequality literature (e.g., Castañeda et al.,
2003). In these models each altruistic individual lives a finite life and is replaced by another identical individual. Therefore
there is no fertility choice as all individuals have one descendant. Fig. 2(a) illustrates the analogous prediction of the standard
dynastic model with exogenous fertility.

As will become clear below, comparing our BBB model, the SBBB model, and the dynastic model is informative for our
purpose. As Fig. 2(a) suggests, the dynastic model with exogenous fertility exhibits persistence of wealth. Endogenizing fer-
tility under the assumptions of Proposition 1 eliminates all endogenous persistence as illustrated in Fig. 2(b). This is the SBBB
model. Our BBB model recovers persistence allowing endogenous models of fertility to be again consistent with Fig. 2(a).

3.1. Functional forms and parameters

A common exogenous interest rate r¼2 is assumed for all models.11 Other parameters are model specific. Parameter σ is
calibrated jointly with other parameters to match a set of moments. However, σ is particularly important to match the Gini
coefficient of wealth. This is because σ controls the degree of precautionary savings and therefore affects the concentration
of wealth. Precautionary savings play a central role since the parent does not know the earning abilities of their children.
The lower the σ, the lower the degree of precautionary savings, the larger the mass of individuals receiving zero transfers,
and the more concentration of wealth.

Our BBB model features altruistic functionΦðnÞ ¼ β 1�e�μnð Þ. Parameters β and μ are calibrated jointly with others, but β
is identified by targeting the earnings–income correlation. The justification for this target is that β determines the amount of
savings, and therefore the earnings–income correlation. For example, the correlation is 100% when there are no savings at
all, or close to zero if savings are infinite. Parameter μmostly targets the income elasticity of fertility. Notice from Eq. (1) that
marginal altruism Φ0ðnÞ ¼ βμe�μn weights the marginal benefit of a child, so μ plays a role in determining the response of
fertility to income.

Our BBB model assumes that the time cost of raising children takes the form Λ nð Þ ¼ λ nþκð Þθ�κθ
h i

, with 0oθr1. Notice
that Λ nð Þ ¼ 0 and Λ0 nð Þ ¼ θλ nþκð Þθ� 1

. A constant marginal cost is obtained when θ¼ 1, while it decreases when θo1.
Parameter κ allows to bound the marginal cost of the first (dn) children. Parameters λ, κ and θ are jointly calibrated with the
rest of the parameters. Parameter λ is relevant to identify the average fertility level. It turns out that λ also has a strong effect
on savings, because it affects labor supply and earnings. In general, β, σ and λ simultaneously affect savings. Parameters κ and
θ are calibrated to match the extent of marginal decreasing time costs of raising children. In particular, they are identified from
the cost of raising two children relative to one child, and the cost of raising three children relative to one child.

We approximate the earnings ability endowments with a first-order autoregressive process,

ln ω0 ¼ ρωln ωþηω; with ηω �N 0;ϕ2
ω


 �
;

by a fifteen states Markov chain using the Tauchen Method. Coefficient ρω is the intergenerational persistence of abilities.
Parameters ρω and ϕω are also calibrated jointly with other parameters. Following the procedure in the literature, we
calibrate ρω to match the persistence of labor earnings as in Restuccia and Urrutia (2004). Similarly, variance ϕ2

ω is calibrated
to match the Gini coefficient of labor earnings. In sum, we jointly calibrate the following eight parameters σ, β, μ, λ, κ, θ, ρω
and ϕω to eight targets. Parameter values were chosen to minimize the sum of square errors of the moments predicted by
the model relative to the corresponding targets in the data.
11 A net return of 2 is obtained if annual returns are 4.5% for 25 years, or 3.73% for 30 years. 25 or 30 years could be considered the midpoint of
adult life.
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The SBBB model differs from our model in the altruistic function and the time cost function, which are given by
ΦðnÞ ¼ βn1�ϵ and Λ nð Þ ¼ λn. Following a procedure similar to the one described above, β mostly targets the earnings–
income correlation, ϵ is identified from the income elasticity of fertility, and λ from the level of fertility. Finally, in the dynastic
model each parent is replaced by one child, so the discount factor reduces to β. In addition, there is no fertility choice, so there
is no time cost of raising children, Λ nð Þ ¼ 0, and labor supply equals the full time endowment, normalized to one.

3.2. Data

As described above, the following targets are needed: the Gini of wealth, the earnings–income correlation, the persis-
tence of earnings, the Gini of earnings, the income elasticity of fertility, the average level of fertility, the time cost of raising
two children relative to one child, and the time cost of raising three children relative to one. In order to evaluate the
performance of the models along other dimensions, we compute other untargeted moments such as the persistence of
income and wealth; the Gini of income; the coefficients of variation of income, earnings and wealth; and the wealth
elasticity of fertility. We now describe the data and procedures used to compute these moments.

3.2.1. Intergenerational persistence
We use the PSID to compute the intergenerational persistence of income, labor earnings and wealth. Using PSID data

from 1968 to 2013, we are able to obtain and link detailed life cycle observations for two generations of parents and their
adult children. As it is well known, this is the only available longitudinal data set in which this can be achieved.

Although, as discussed in the literature, one of the disadvantages of the PSID is that it does not represent well the very
rich, it is the best data set for our purpose for three reasons. First, it is the only data set that follows parents and children.
Second, because in our model adults live for only one period, measuring earnings, income and wealth requires that we
capture the whole lifetime, not just one observation of a specific year. Alternative data sets such as the Survey of Consumer
Finances (SCF) provide a better sampling of the very rich, but its cross-sectional nature would not allow us to measure
lifetime statistics for individuals. Castañeda et al. (2003) compute their calibration targets using the SCF, but this is not
appropriate for our model. Last, despite the top-coding in the PSID, our quantitative exercise still allows us to describe the
conditions under which our model can recover intergenerational persistence. Even if our Gini coefficients were different
from those measured using the SCF, our exercise is still informative for our main purpose.

Income: Many studies have estimated intergenerational persistence of income using the PSID. Lee and Solon (2009)
review this literature and indicate the varying nature of these estimates. One of the main reasons for this variation is that
most studies only use observations for a few years or a specific age span for each individual, rather than for the whole life
cycle. Since our model requires us to capture lifetime income and earnings, we follow the methodology in Lee and Solon
(2009) in order to exploit all available observations for parents and their adult children over the life cycle. As in Lee and
Solon (2009) we: (i) exclude any children born before 1952 to avoid over-representing children who left home at a late age;
(ii) use income observations no earlier than age 25 to more meaningfully capture long run income; (iii) measure children's
adult income in the household in which they have become head or head's spouse; (iv) use only the Survey Research Center
component of PSID and exclude the sample of the Survey of Economic Opportunities or “poverty sample” due to repre-
sentation concerns; (v) exclude outliers observations when income is below $653 or above $979,293 in 2010 dollars; and
(vi) exclude income observations imputed by major assignments.12 We use the CPI to convert all amounts to 2010 prices.
The result is an unbalanced panel that uses all available years for each individual.

In order to estimate intergenerational persistence we use the same econometric specification as in Lee and Solon (2009).
In particular, their estimation equation for income y is given by

y0iht ¼ αdtþρtyihþγ1aihþγ2a
2
ihþγ3a

3
ihþγ4a

4
ihþδ1ðt�h�40Þþδ2ðt�h�40Þ2

þδ3ðt�h�40Þ3þδ4ðt�h�40Þ4þϕ1yihðt�h�40Þþϕ2yihðt�h�40Þ2

þϕ3yihðt�h�40Þ3þϕ4yihðt�h�40Þ4þεiht ð6Þ
where y0iht is the log of family income for child i in cohort h and time t; dt is a vector of year dummies; α is a (properly
transposed) vector of dummy coefficients; yih is parental log income measured as the average of log family income over the
three years the child was 15 to 17 years old; ρt is a time-varying intergenerational elasticity; aih is the parental age at the
time in which parental income is observed; and ðt�h�40Þ is the child's age at the time in which the child's income is
observed, normalized so that it is zero at age 40. Notice that the equation above assumes that the income-age profile of
different cohorts has the same shape, but the inclusion of year dummies allows for the height of this profile to vary across
cohorts. In addition, the interaction between parental income and the age of the child yihðt�h�40Þ is included to correct for
the fact that the measurement error in current income as a proxy of lifetime income is mean-reverting early in the life cycle,
but mean-departing later on. This is the case because individuals with high lifetime income have high income growth
trajectories.13
12 Regarding point (v), Lee and Solon (2009) exclude outlier income observations below $100 or above $150,000 in 1967 dollars. We have updated
these thresholds to 2010 dollars using the CPI.

13 See Lee and Solon (2009), p. 768.
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A few important comments regarding our estimation of Eq. (6) are in order. First, different from Lee and Solon (2009), our
data spans 1968–2013, while their latest observation was 2000.14 We first replicate Lee and Solon's results up to year 2000, and
then fully update the sample. Ours are up-to-date intergenerational persistence coefficients estimated using data of the whole
life cycle for two generations from the PSID. Second, recall that our model features one individual, a parent, choosing con-
sumption, fertility and transfers to children. In order to use the model to interpret the data, we think of variables by normalizing
them in per parent terms. For instance, if the average fertility is two children, since two biological parents are required to give
birth to these children, we choose as a calibration target one child per parent. Similarly, when thinking about family income,
family earnings or family wealth, these can also be divided by two to convert them to per parent terms.15 To make things
compatible, we restrict our sample to include only married and cohabiting couples. This allows us to think more clearly in per
parent terms, as there are two parents in this type of families. In addition, as we discuss below, the baseline data we use to
calibrate the time cost of raising children is reported as total time spent per child for two-parent families.

Third, for calibration purposes we only need a single ρ value in (6), so we eliminate the time variation on this coefficient.
While Lee and Solon (2009) were interested in the evolution of ρ over time, this is not our case here. However, controlling
for age for both parents and children, as well as for time effects, allows our estimation of intergenerational persistence ρ to
include the whole lifetime profile of income of each child who has grown to form his/her own household. Fourth, the
normalization of the child's age in estimation Eq. (6) implies that ρ is the intergenerational income elasticity at age 40. As
Lee and Solon indicate, this is the age at which measurement error in child's current income as a proxy for lifetime income
has been found to be inconsequential. We adopt the same normalization here.16

We use Eq. (6) to estimate the intergenerational persistence of both income y and labor earnings e. Income is measured
as PSID variable “total family money”, which includes labor earnings of all family members, as well as any other money
received by all members of the household. We obtain a statistically significant ρincome ¼ 0:424 (standard deviation, sd, of
0.019). We pull sons and daughters in the same sample. This coefficient is within the range of other estimates in the
literature. To be sure, our replication of Lee and Solon (2009) with no time-varying ρ and data until 2000 yields 0.445 (sd,
0.021) for sons, and 0.369 (sd, 0.020) for daughters.17 These are close to the simple time averages of ρ he reports of 0.44 for
sons, and 0.43 for daughters.18 Finally, if we do not restrict our sample to only married/cohabiting couples, we obtain an
intergenerational persistence of income of 0.407 (sd, 0.011). All in all, our estimates are quite robust and in line with what
has been found in the literature.

Earnings: Different from Lee and Solon (2009), we also compute the intergenerational persistence of labor earnings using
Eq. (6) by replacing y0iht by e0iht , the child's earnings, and yiht by eiht, parental earnings. Measuring family labor earnings using
the PSID is more complicated, as there is not a single variable including wage earnings for all family members. We construct
earnings by adding the labor earnings of the head and head's wife, taking into account that after 1994 labor earnings coming
from own businesses are reported separately from those coming from employment.

We obtain a statistically significant ρearnings ¼ 0:406 (sd, 0.018). This coefficient is also within the range of other estimates
and a common calibration target. For instance, Restuccia and Urrutia (2004) calibrate their model to match an inter-
generational persistence of earnings of 0.4. Another commonly estimated persistence of labor earnings in the literature is
that of fathers to sons only. We also estimated this variation with our data and methodology and obtained 0.404 (sd, 0.027),
very similar to our persistence of family labor earnings.

Wealth: Regarding the intergenerational persistence of wealth, the PSID provides data on family wealth starting only in 1984.
We use the PSID variable total family wealth, which is the sum of assets net of debt value plus the value of home equity. As
discussed above, we compute the moments of wealth in the data and assume the same moments applied to b in the model.
Although the methodology of Lee and Solon (2009) described above could in principle be used to compute the persistence of
wealth, we instead follow the methodology in Mulligan (1997) for two reasons. First, if parental wealth is measured when the
child is between ages 15 and 17, the oldest cohort that could be included is the one from 1969. This means that even for the
oldest possible cohort, wealth data after age 25 would only be available until these individuals turned 42 in 2011, relatively
earlier in their life cycle. Regressions following Lee and Solon (2009) would then be heavily biased towards the early part of
individual's life cycle, partially defeating the purpose of exploiting the whole life cycle information of parents and children.
Second, in contrast with income and earnings, wealth is a stock, so the methodology used in Mulligan (1997) should be good
enough to estimate intergenerational persistence of wealth. He measures the average wealth over a five-year period for the
parent (head of household) and the child, as well as their average age during that interval. He then regresses the log of the
average wealth of the child onto the log of the average wealth of the parent and second-degree polynomials on the average
ages of the parent and the child. Given the information available in the PSID we use this methodology for a number of year
14 The empirical section of Mendes and Urrutia (2013) also applies Lee and Solon's methodology using PSID data up to 2009.
15 This is a standard treatment in the literature that abstracts from modeling the family either as a cooperative or non-cooperative entity.
16 We check the extent to which this normalization affects the point estimate of ρ. We find slight changes in the point estimate if we instead normalize

age so that ρ is measured at age 35 or 45. None of these changes is significant enough to affect our main results.
17 Lee and Solon (2009) do not restrict their sample to married/cohabiting couples.
18 Our replication of Lee and Solon (2009) eliminates time-varying ρs, so our ρ corresponds to an estimated average ρ for the whole sample. Since they

estimate a ρ per year, what they report as summary statistics are the simple averages of the estimated yearly ρ s for sons and daughters. There are no
differences for sons, but in the case of daughters the differences are explained by the small samples for earlier years, which drive down our whole-sample
estimate of ρ.
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groups 1984/1989, 1994/1999, 2001–2009 and for all available years. The intergenerational elasticity of wealth varies slightly
across specifications and interval years. For calibration purposes we use the regression including all available information, which
estimates a statistically significant intergenerational elasticity of wealth ρwealth ¼ 0:508 (sd, 0.039). Our estimate is well within
the range of estimates reported in Mulligan (1997): he estimates an elasticity of 0.50 using years 1984 and 1989, and correcting
for measurement error using instrumental variables (Table 7.7, p. 210).

3.2.2. Gini coefficients and other statistics
In addition to intergenerational persistence, we use PSID data to compute Gini coefficients of earnings, income, and

wealth. In order to exploit the panel structure of the data, we control for time and age effects before computing Gini
coefficients. In particular, the Gini of income is computed over the residuals of the following regression,

yiht ¼ αdtþδ1ðt�h�40Þþδ2ðt�h�40Þ2þδ3ðt�h�40Þ3þδ4ðt�h�40Þ4þεiht ;

where yiht is (log) family income of individual i in cohort h and time t. A similar equation is estimated for (log) earnings eiht
and (log) wealth. Although we compute year-specific Gini coefficients for each variable, in our calibration we only use the
Ginis computed over the whole sample of years. We obtain a Gini of income of 0.322, a Gini of earnings of 0.361, and a Gini
of wealth of 0.634. These figures are lower than the ones computed using cross-sectional data, for instance from the SCF. A
number of reasons explain this finding. First, our data takes into account the whole life cycle of individuals, not just one
observation in a cross-section. As also Hendricks (2007) finds, lifetime income and earnings are less unequally distributed
than their annual counterparts. Using a somewhat different but comparable sample selection criteria from the 1968–2003
PSID, Hendricks (2007) reports a Gini of lifetime income of 0.28, and a Gini of lifetime labor earnings of 0.32.19 Second, in
addition to the top-coding in the PSID data, we exclude outlier observations to follow the estimation procedure of Lee and
Solon (2009) as explained above. This tends to lower our computation of Ginis, particularly the Gini of wealth. Last, con-
sidering married and cohabiting couples only also reduces the computed Ginis.

As we show below, our main insights still hold if Gini coefficients were higher, as the ones obtained from the SCF.
Specifically, we perform a robustness check by using the cross-sectional Gini of bequests rather than our computed Gini of
wealth as a target. Recall that we are assuming the moments of the wealth distribution measured from the PSID are a good
proxy of the moments of our intergenerational transfers b in the model. Bequests are part of b and are particularly con-
centrated, with a Gini of 0.89 (Di Nardi and Yang, 2014).

We also compute the earnings–income correlation over the residuals of the regression above for each of these two
variables. We obtain a correlation of 0.88. Last, the coefficients of variation for income, earnings, and wealth in our sample
are given by 0.715, 0.823, and 2.929 respectively.

3.2.3. Time cost of raising children
Time costs of raising children are central for endogenous fertility models. In order to calibrate our model we need information

on the time cost of raising two children relative to one child, and the time cost of raising three children relative to one. Using the
1997 Child Development Supplement of the Panel Study of Income Dynamics, Folbre (2008) estimates the time costs of raising a
child by incorporating both active and passive care hours parents spend with children. Passive care corresponds to the time the
child is awake but not engaged in activity with an adult, while active parental care measures the time the child is engaged in
activity with at least a parent. She reports that the average amount of both “active” and “passive” parental-care hours per child is
41.3 per week for a two-parent household with two children ages 0 to 11 (Table 6.3, p. 115). Specifically, 27.8 h correspond to active
care per week (67% of total), and the other 13.5 h are passive care (33%).

Folbre (2008) also reports that in two-parent households with only one child, parents spend 50% more hours of active
care relative to households with two children (Table 6.4, p. 116). Under the reasonable assumption that passive hours are the
same regardless of the number of children, then two-parent households with one child spend 41.7 h in active care, and
13.5 h in passive care, for a total of 55.2 h per week. This implies that the ratio of time cost of raising two children relative to
one child is 1.49 (raising two children requires 82.6 h per week). These figures provide evidence of relatively strong
diminishing marginal time costs of adding a second child.

Similarly, Folbre (2008) reports that in a two-parent household with three children, parents spend 15% less hours of
active care per child relative to the two-child household (Table 6.4, p. 116). This implies that in three-children families,
parents spend 23.6 h of weekly active care per child. Again assuming the same number of hours of passive care we have a
total time cost is 37.1 h per week per child. Therefore the ratio of time cost of three children relative to one child is 2.69
(raising three children requires a total 111.3 h of parental care per week). In other words, diminishing marginal time costs
are not as strong when adding a third child, mostly because active hours of care per child are only reduced by 15%.

In addition to the number of hours parents spend raising children, another moment of interest in evaluating the model's
performance is the monetary value of the time costs of raising a child as a fraction of lifetime parental income. Folbre (2008)
discusses two alternative ways of computing the monetary value of these hours: one uses a child-care worker's wage and
the other the median wage. She reports that in the case of the former, time costs are on average around 60% of the total costs
19 Hendricks' (2007) sample selection criteria also favors stable married couples.
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of raising the child, but they go up to 75% of the total when median wages are used (see Table 7.3, p. 135). Time costs are a
non-trivial fraction of the total costs of raising children.

In order to compute time costs as a fraction of lifetime parental income, Folbre (2008) combines the information on time
costs with the estimates of the goods costs of raising children from the United States Department of Agriculture (Lino, 2012). The
latter includes direct parental expenses made on children through age 17 such as housing, food, transportation, health care,
clothing, child care, and private expenses in education. Lino (2012) computes the present value of the goods costs of raising
children ages 0–17 for families with low, medium and high income. Using these estimates together with Folbre's scenarios, we
can compute the time costs of raising a child as a fraction of lifetime parental income for the average family in each of these
income brackets. Since most families in the United States are in the low and middle income brackets, here we report only these
two brackets. Specifically, the average family in the USDA (Lino, 2012) low-income bracket has an annual income of $43,625 in
2011, which corresponds to a lifetime income $1,217,250.20 Using the more conservative scenario in Folbre (2008) the present
value of the time costs of raising a child for this low-income family is $214,576, about 17.6% of lifetime household income. In the
case of the middle-income bracket, the average annual household income is $81,140, lifetime income is $2,264,016, and the time
cost of raising a child $297,656, or 13.1% of lifetime income. The average of the two income brackets is about 15%. We prefer to
use the most conservative scenario in Folbre (2008) because her time cost figures correspond to children ages 0–11, age after
which the time costs are substantially lower. In sum, the time costs of raising one child are no more than 15% of lifetime
household income. We use this figure below to evaluate the model's performance along untargeted moments.

3.2.4. Fertility
The last set of calibration targets in our model includes average fertility and the elasticity of fertility with respect to

lifetime income. Although the Childbirth and Adoption History module of the PSID includes a measure of total children born
that can be used to approximate completed fertility when measured around age 45, this variable is only available starting in
1985. Unfortunately once this information is merged with the income and wealth panel observations, the sample of indi-
viduals for which completed fertility is known is too small, under 3000 observations, to be a representative sample.

Rather than using the PSID to compute average fertility and the income elasticity of fertility, we rely on estimates already
available from Jones and Tertilt (2008). They use US Census data as far back as the 1826 cohort to estimate an income elasticity
of fertility of about �0.38. Their analysis is distinct in that they construct a more refined measure of lifetime income by using
occupational income and education. Lifetime income and fertility are measured for several cross-sections of five-year birth
cohorts from 1826–1830 to 1956–1960. They conclude that most of the observed fertility decline in the US can be explained by
the negative fertility–income relationship estimated for each cross-section, together with the outward shift of the income
distribution over time. The estimated income elasticity is robust to the inclusion of additional controls such as child mortality
and the education of husband and wife, suggesting a strong negative correlation between income and fertility.

For our calibration we use Jones and Tertilt (2008) estimates for the latest cohorts in their data. The income elasticity of
fertility is estimated to be �0.20, and the average fertility is 2.0 children. It is important to keep in mind that given the historic
trend documented in Jones and Tertilt, it is probably the case that the income elasticity of fertility may be even lower if more
recent cohorts were added. Our PSID data ends in 2013, year by which the 1968 cohort would have completed their fertility
cycle. The latest cohort in Jones and Tertilt is 1960, so our data reflects the completed fertility choices of younger cohorts.
4. Results

This section discusses the main quantitative results of the paper. Table 1 reports the calibration targets computed from
the data and their model counterparts. Table 2 presents the calibrated parameters, and Table 3 reports additional moments
besides the matching targets. All these tables report results for our BBB model, the SBBB model, and the dynastic model with
exogenous fertility. Later in this section Table 4 presents some robustness exercises.

4.1. Calibrated moments and parameters

Table 1 reports the eight calibration targets computed from the data, as explained in the previous section. The corre-
sponding predicted moments in all three models are also reported, while the calibrated parameters for each model are in
Table 2. A general issue, made apparent in Table 1, is the difficulty to match all the targets with precision for various models.
The reason is that the models in some cases are too stylized and/or the functional forms are not flexible enough to match all
targets. In particular, endogenous fertility models tend to produce a somewhat higher concentration of wealth and a
relatively lower earnings-income correlation than in the data. A tension in calibrating parameters arises because reducing
the concentration of wealth requires more incentives to save, but higher savings would further reduce the earnings–income
correlation. This is not an issue for the standard dynastic model with exogenous fertility, which matches all the applicable
targets quite well. As can be seen in Table 1, the dynastic model does pretty well matching the earnings–income correlation,
the Gini of wealth, the persistence of earnings, and the Gini of earnings.
20 This computation uses an interest rate of 2% per year and assumes a 40-year working lifespan.



Table 1
Calibrated moments.

Moment Data Endogenous fertility Dynastic model

BBB model SBBB model

Earnings–income correlation 0.88 0.83 0.76 0.85
Income elasticity of fertility �0.20 �0.13 �0.19
Gini of wealth 0.63 0.71 0.75 0.66
Persistence of earnings 0.41 0.41 0.00 0.41
Gini of earnings 0.36 0.35 0.43 0.35
Average fertility level per parent 1.00 1.10 0.96
Time cost of raising two relative to one child 1.49 1.85
Time cost of raising three relative to one child 2.69 2.59

Notes: Intergenerational 1968–2013 PSID data on life cycle income, labor earnings and wealth for parents and their adult children are used to compute the
persistence of earnings, the Gini of earnings, the earnings–income correlation, and the Gini of wealth. Sample is restricted to married/cohabiting couples.
The income elasticity of fertility and the average fertility level are computed by Jones and Tertilt (2008) using US Census data, and they correspond to the
latest cohorts in their sample. The relative time costs of raising one, two and three children are computed in Folbre (2008) using the 1997 Child Devel-
opment Supplement of the PSID. The Barro–Becker–Bewley (BBB) model features a discrete number of children, exponential child discounting, and
decreasing marginal time costs of raising children. The SBBB model features a continuous number of children, hyperbolic child discounting, and a constant
marginal time cost. The dynastic model assumes that all families have the same exogenous average fertility level, namely one child per parent.

Table 2
Calibrated parameters.

Parameter Concept Endogenous fertility Dynastic model

BBB model SBBB model

β Level in altruistic weight 0.38 0.27 0.30
ϵ or μ Curvature altruistic discounting μ¼ 1:85 ϵ¼ 0:62
σ Curvature of utility 0.73 0.80 0.79
ρω Persistence of earnings ability 0.48 0.48 0.41
φω Standard deviation ability shock 0.53 0.52 0.59
λ Level in time cost of raising children 3.05 0.50
κ Parameter in cost of raising children 1.84
θ Curvature in cost of raising children 0.23

Notes: The Barro–Becker–Bewley (BBB) model features a discrete number of children, exponential child discounting, and decreasing marginal time costs of
raising children. The SBBB model features a continuous number of children, hyperbolic child discounting, and a constant marginal time cost. The dynastic
model assumes that all families have the same exogenous average fertility level, namely one child per parent.
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Persistence of earnings: Despite the difficulty to match precisely all targets, one of the main messages of Table 1 is that our
model does recover the substantial intergenerational persistence observed in the data. In particular, our BBB model exactly
matches the persistence of earnings, while the SBBB model completely lacks persistence. Recall that earnings are given by
e¼ 1�ΛðnÞ� �

ω, so persistence is jointly determined by the exogenous persistence of abilityω and the endogenous persistence
of labor supply 1�ΛðnÞ. We calibrate the persistence of ability ρω to match the persistence of earnings, a standard approach in
the literature. As can be seen in Table 2, we obtain ρω ¼ 0:48 in our model, a value comparable with other calibrations in the
literature. For instance, Mulligan estimates a persistence of log wages of around 0.5, a good proxy for earnings ability. With this
value of ρω our BBB model implies a persistence of labor earnings of 0.41, exactly as in the data (Table 1).

In contrast, it is not possible to recover persistence in the SBBB model, which assumes the standard hyperbolic child
discounting and constant marginal time cost of raising children. In fact, we find that it is not possible to calibrate ρω to
match the persistence of earnings in the SBBB model: there is no value of ρω that gets any close to the target. We then
proceed by setting ρω ¼ 0:48, the value calibrated in our BBB model, and calibrating the rest of the parameters in the SBBB
model to their targets. The lack of persistence of earnings in the SBBB model, in spite of the 48% persistence of abilities, is
surprising and novel. Proposition 1 refers only to the persistence of b, while no theoretical results can be derived for the
persistence of earnings. Fig. 3 illustrates the mechanism at work.21 The problem is the endogenous determination of labor
supply, which lacks intergenerational persistence and exhibits significant dispersion so that it dominates the persistence of
earnings. Consider the top right panel in Fig. 3, which links the (log) labor supply of simulated parents at time t, with the
(log) labor supply of each of his children at time tþ1. The panel shows no clear correlation between the two, and quite a lot
of dispersion. In fact, the darkest region has the shape of the mirror image of letter L. Contrast this with the top left panel,
21 This figure was constructed by randomly selecting 300,000 individuals from the stationary distribution of bequests and abilities pðb;ωÞ. These
individuals are treated as parents, who make a fertility choice and decide on their labor supply. They are treated as generation t on the figure. Each of the
children these parents have are then allowed to decide on their own fertility and labor supply. The children are treated as generation tþ1 on the figure.
Each panel in the figure plots lines to join the parental decision (or state) with each of his children's.
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which links the (log) ability of a parent a time t, with the (log) ability of each of his adult children in tþ1. This top left panel
clearly displays a mass of points with a positive slope, which corresponds to the exogenous ρω ¼ 0:48.

The mechanism explaining the lack of persistence in labor supply is one in which a high-ability individual would have
few children due the high opportunity costs, high labor supply and high labor earnings. This high-ability parent endows
each child with relatively high lifetime transfers (bequests). The child, on the other hand, is expected to have significantly
more children and lower labor supply than the parent for two reasons: first, his ability is expected to be lower than his
parent's, because abilities are mean reverting; and second, his initial wealth is higher. This explains why we do not see a
clear slope on the top right panel in Fig. 3. This lack of persistence in labor supply is also reflected in a lack of persistence of
earnings in the bottom left panel, where the mass of points does not display a clear slope. In fact, as seen in Table 1, the
calibrated SBBB model implies zero persistence of earnings.

Compare Fig. 3 with Fig. 4, the equivalent graph for our BBB model. Again, the top right panel links the (log) labor supply of
simulated parents at time t, with the (log) labor supply of each of his children at time tþ1, showing no clear correlation between
the two. However, different from Fig. 3, there is much less dispersion: many parents make the same fertility choices, which implies
they make the same labor supply choices. In fact, the coefficient of variation of labor supply in our BBB model is 0.10, much lower
than the 0.35 in the SBBB model. Two key channels explain this fact. First, in our BBB model the number of children is discrete,
while it is continuous in the SBBBmodel. Specifically, in our BBBmodel n is restricted to lie in the set 0;0:5;1:5;‥;nf g, while in the
SBBB model a continuous number of children is approximated by setting the increments in the number of children to 1/30.22 The
presence of a discrete number of children reduces the extent to which parents can utilize them as a saving device. In other words,
it lessens the extent to which high-wealth parents can increase the number of children, lowering the dispersion of labor supply.
Second, in our BBB model there are diminishing marginal time costs of raising children, while they are constant in the SBBB
model. In addition to being consistent with the time cost data presented above, the advantage of diminishing marginal time costs
is that the dispersion of labor supply across generations is reduced. Specifically, differences in fertility choices across generations
are not translated into large differences in labor supply because additional children are relatively less expensive.

The lower dispersion of labor supply in our BBB model allows us to recover persistence of earnings. This can be seen on
the bottom left panel in Fig. 4, which different from Fig. 3, displays a mass of points with clear positive slope, resembling
that of the top left panel. In sum, both the assumption that the number of children is discrete and that there are diminishing
marginal time costs of raising children are key in recovering intergenerational persistence of earnings.

Concentration: As seen in Table 1, our BBB model almost exactly matches the Gini of earnings, but it predicts a relatively
higher Gini of wealth than in the data: it is 0.71 in the model and 0.63 in the data. As mentioned before, this is the outcome
of a tension between matching the Gini of wealth and the earnings–income correlation. The calibration of our BBB model
makes a compromise by predicting a relatively higher Gini of wealth and a relatively lower earnings–income correlation: the
latter is 0.83 in the model and 0.88 in the data.

Relative to the SBBB model, our BBB model performs better in matching the Gini of earnings, the Gini of wealth, and the
earnings–income correlation. In sum, our BBB model clearly dominates the SBBB model in replicating the persistence and
concentration observed in the data.

Fertility: Our calibrated BBB model predicts an average fertility of 1.10 children per parent, slightly above than that in the data.
As Table 1 reports, the income elasticity of fertility is �0.13, lower than that in the data. However, the elasticity of �0.20
reported in Jones and Tertilt (2008) may be on the larger end, since it does not reflect the fertility of younger cohorts, specifically
those from 1960 to 1968. The SBBB model performs well predicting average fertility and the income elasticity of fertility.

Time costs: Regarding the time cost of raising children, our BBB model predicts that the time cost of raising two children
relative to one child is 1.85, somewhat higher than the 1.49 in the data. However, the model comes much closer in matching
the time cost of raising three children relative to one child: it is 2.59 in the model and 2.69 in the data. Overall, our
calibrated BBB model and the data support diminishing marginal time costs of raising children. This feature plays a key role
in recovering persistence of earnings. Recall though that diminishing marginal costs do not help the model recover per-
sistence of wealth. As discussed following Proposition 1, diminishing marginal costs make children more attractive to
wealthy parents, who would then increase fertility to the expense of transfers to each child. This implies a difficult test for
our endogenous fertility model, as it needs to be consistent with both the data on time cost of raising children and the
observed persistence in wealth. The SBBB model is, by assumption, inconsistent with diminishing marginal costs of raising
children. This plays an important role in the lack of persistence of earnings. In addition, as we discuss below, the SBBB model
exhibits a time costs of raising children as a fraction of lifetime income higher than in the data.

Elasticity of intergenerational substitution: Table 2 reveals an important feature of altruistic models of fertility choice and
intergenerational transfers. For all models, the calibrated EGS is larger than one, or σo1. This contrasts with the value of
σ ¼ 1:5 generally used in the inequality literature, which is typically estimated using quarterly or annual data (Castañeda et
al., 2003). This suggests that the EGS is distinct from the more commonly known EIS. More importantly, our exercise
suggests that when thinking about intergenerational transfers, the relevant concept is the EGS.

The calibrated EGS¼ 1=σ in our model is 1.37 which describes parents as much more willing to substitute consumption
intergenerationally than what is traditionally assumed. This high EGS is important to generate concentration of wealth in
our model. With EGS41 more parents hit the zero bequest constraint because they are less willing to save for precautionary
22 In our model n¼0.5 per parent corresponds to one child per two-parent family and so on.



Fig. 3. Persistence of ability, labor supply and earnings – SBBB model.

Fig. 4. Persistence of ability, labor supply and earnings – BBB model.
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motives, which increases the concentration of wealth.23 In addition, σo1 also plays a role in predicting a negative income
elasticity of fertility.
23 Expected utility models do not distinguish between risk aversion and aversion to deterministic fluctuations. Our interpretation of a low σ relative to
the typical σ means that parents are less risk averse to gambles on their children's earnings than to gambles on their own earnings. Cordoba and Ripoll
(2014) calibrate the EGS and the EIS in a model with no risk and also obtain EGS¼ 1=σ41.



Table 3
Moments not targeted in calibration.

Moment Data Endogenous fertility Dynastic model

BBB model SBBB model

Persistence of income 0.42 0.71 0.60 0.71
Persistence of wealth 0.51 0.51 0.28 0.82
Gini of income 0.32 0.38 0.40 0.37
Coefficient of variation earnings 0.82 0.69 0.87 0.72
Coefficient of variation income 0.72 0.76 0.83 0.72
Coefficient of variation wealth 2.93 1.67 1.87 1.41
Time costs of raising a child relative to lifetime income 15% 14% 18%
Wealth elasticity of fertility 0.20 0.13 0.35

Notes: Same as Table 1. The wealth elasticity of fertility is from Lovenheim and Mumford (2013).
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4.2. Other moments

Table 3 presents a number of moments that were not targeted in the calibration. Overall the table shows that despite
being a stylized model, our BBB model is consistent with a number of other facts from the data.

Persistence of wealth: Although we did not target the persistence of wealth, our BBB model is fully able to recover it. As
can be seen on Table 3, the persistence of wealth is 0.51 both in the model and the data. This is one of the most important
results of the paper. The exponential form of child discounting is essential to recover the persistence of wealth. By making
child discounting exponential, the elasticity of altruism diminishes with the number of children, making children less
attractive to wealthy parents. This feature, together with the assumption that the number of children is discrete, lessens the
ability and willingness of parents to adjust the extensive margin. As portrayed in Fig. 2(b), adjusting only the extensive
margin, namely the number of children, is at the core of the lack of persistence. Exponential child discounting guarantees
that, conditional on ability, wealthier individuals have more children but not enough to eliminate inequality in bequests b0.
Wealthier parents instead adjust both the extensive and the intensive margin, recovering persistence of wealth.

In contrast with our BBB model, the persistence of wealth is only 0.28 in the SBBB model, a little over half as in the data.
As indicated in Proposition 1, the only persistence of wealth that the SBBB model can capture is linked to the exogenous
persistence of abilities. The lack of endogenous persistence of wealth is so strong, that even with ρω ¼ 0:48 wealth is only
half as persistent as in the data.

Other statistics: In addition to fully recovering the persistence of both wealth and earnings, our BBB model does quite
well in replicating the time cost of raising one child as a fraction of lifetime income, which is below 15% in the data, and 14%
in our model. In this dimension our model also dominates the SBBB model, which predicts a higher value of 18%.

Finally, regarding dispersion, our BBB model explains 84% of the coefficient of variation of earnings, and 57% of that of
wealth. It also predicts a slightly higher dispersion of income than in the data. In contrast, the SBBB model overpredicts the
coefficients of variation of both earnings and income, particularly the latter, while it explains 64% of that of wealth. In
general, the calibrated SBBB model tends to predict larger dispersion than our BBB model, sometimes even larger than that
in the data.

4.3. Discussion of functional forms

The key three features of our BBB model that differentiate it from the SBBB model are: a discrete number of children,
diminishing marginal time costs of raising children, and an exponential child discounting. That the number of children is
discrete is a pretty natural assumption. Above we documented that the data supports diminishing marginal time costs. We
now discuss in more detail the exponential child discounting. The altruistic function is ultimately a dynastic discount factor.
Most of the literature following Barro and Becker (1989) assumes the altruistic function is a power function (hyperbolic chid
discounting). In fact, quantitative macro models usually calibrate the hyperbolic child discounting by matching some target,
with no mentioning of microfounded evidence of the specific functional form of altruism.

Very few have attempted to provide direct micro evidence regarding parental altruism. The available evidence only
documents diminishing marginal altruism. For instance, Dickie and Messman (2004) use direct stated-preference data on
parental willingness to pay to relieve symptoms in children's acute respiratory illnesses. The distinct feature of this study is
that it estimates how parental willingness to pay changes with the number of children in the family. In addition to strongly
supporting parental altruism toward their children, the paper estimates an elasticity of the parental willingness to pay with
respect to the number of children in the family of �0.288 (see Table 5, p. 1159). This direct evidence supports diminishing
marginal altruism, but it does not provide a way to distinguish exponential from hyperbolic child discounting.

In the absence of direct evidence, the only way to support exponential versus hyperbolic child discounting is to find
relevant moments that are informative of the role of altruism, and that were not targeted in the calibration. As it is standard in
quantitative macro exercises, comparing the performance of alternative models along untargeted models is informative of the
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validity of the assumed underlying mechanisms. As the discussion above suggests, the altruistic functional form has first-order
effects on the elasticity of fertility with respect to wealth. The main role of exponential child discounting is to prevent wealthy
parents from “exclusively” using the extensive margin by increasing the number of children without increasing bequests to
each of them. In other words, exponential child discounting should reduce the elasticity of fertility with respect to wealth.

While Jones and Tertilt (2008) only estimate the income elasticity of fertility, the most recent attempt to estimate the
wealth elasticity of fertility is Lovenheim and Mumford (2013). They exploit the family wealth variation supplied by the
housing market to identify how household resources affect fertility choices. Using restricted-access PSID data from 1985 to
2007 that contains geographic identifiers, together with CDC National Vital Statistics Reports from 1976 to 2008, they estimate
a housing-wealth elasticity of fertility of 0.13, and a total-wealth elasticity of fertility of 0.20 (footnote 15, p. 470). In comparing
these estimates with the models' predictions, it is important to be aware that the estimation equation in Lovenheim and
Mumford controls for real family income in every year of their panel data. In addition, their sample is restricted to women ages
25–44. This implies that the income data used as control only captures the earlier part of the income profile. It is unclear the
extent to which the annual income in the regression truly represents lifetime income. While annual income is more disperse
than lifetime income, measuring income in the earlier part of the life cycle underestimates the dispersion of lifetime income. It
is unclear a priori how these two opposing forces affect the point estimates of the regression.

Having said this, the best we can do is to compute the wealth elasticity of fertility controlling for lifetime income in both
our BBB and the SBBB models, and compare themwith 0.20, the elasticity of Lovenheim and Mumford (2013). Although given
the caveats presented above this comparison should be interpreted with caution, it should be somewhat informative. As
Table 3 indicates, our BBB model predicts a wealth elasticity of fertility of 0.13, while it is 0.35 in the SBBB model, almost
2.7 times bigger. There are definitely substantially larger adjustments in the extensive (number of children) margin in the
calibrated SBBB model, more than in the data. Comparing these two figures with 0.20, the elasticity estimated using housing
data does not completely favor exponential over hyperbolic child discounting. However, in the light of Proposition 1, and given
that the marginal time costs of raising children are definitely decreasing in the data, recovering the persistence of wealth
requires adopting exponential child discounting within the model. To the extent that overall our model fits well various
dimensions of the data, there is at least some support in favor of the mechanism captured by exponential discounting.

The distinction between exponential and hyperbolic discounting ultimately matters for the rate at which marginal
altruism decreases as more children are added. Fig. 5 portrays the calibrated marginal altruism Φ0ðnÞ for both the SBBB and
our BBB model. Specifically, it displays calibrated function Φ0ðnÞ ¼ β 1�ϵð Þn�ϵ for the SBBB model, and Φ0ðnÞ ¼ βμe�μn for
our BBB model. Recall that marginal altruism matters for fertility choice. Equation (1) shows how marginal altruism is the
weight parents place on the marginal benefit of having a child. As the figure shows, marginal altruism falls faster at the
beginning with the hyperbolic SBBB function, while with exponential discounting it falls relatively faster after n¼0.5, i.e.,
after there is one child per family. The figure suggests that the difference between the two functions only boils down to how
fast marginal altruism falls. More importantly, notice that around n¼1, which corresponds to the average fertility per parent
in the data, the difference between the two functions is at its minimum. In sum, while it is not possible to provide direct
validation of either exponential or hyperbolic child discounting, the overall performance of exponential discounting pro-
vides a potential avenue to recover persistence in Bewley type models with endogenous fertility.

4.4. Robustness checks

One of the limitations of our quantitative exercise is that bequests b in the model are not easily comparable with
observed measures of wealth in the data. Recall that b in the model corresponds to all transfers from parents to children
during adulthood, excluding any life cycle component. Variable b represents dynastic (financial) wealth. Our quantitative
exercise assumes that the moments of wealth variable we measure in the PSID, specifically persistence, Gini and the
coefficient of variation, are the same as the moments of b in the model. In this section we provide a robustness exercise to
this assumption, particularly regarding the Gini coefficient.

The two main components of b are the inheritances parents leave upon death, and lifetime inter vivos transfers. Mea-
sures of inheritances are available from the PSID and have been used in the literature. For instance, Di Nardi and Yang (2014)
report that 50% of households do not receive inheritances, most of which are concentrated at the top 1% of households. In
fact, the Gini of bequests is very high, around 0.89. Little is known in terms of persistence of inheritances. Regarding the
second component, the PSID does not provide lifetime measures of inter vivos transfers from parents to children. The only
data set for which the latter can be measured is the Wisconsin Longitudinal Study. Only recently, Scholz et al. (2014) have
analyzed these data for the first time. The data consists of a random sample of 10,317 men and women who graduated from
Wisconsin high schools in 1957. Data were collected from the original respondents or their parents in 1957, 1964, 1975, 1992,
2004 and 2011. According to their Table 1 (p. 6), only 25% of individuals in the sample receive transfers from their parents.
The overall average lifetime transfer from parents is $7445, but it is $33,459 among the 25% who do receive positive
transfers. Lifetime inter vivos transfers are then quite concentrated and relatively small in value.24 Although a Gini on inter
vivos transfers is not reported, it is probably larger than the Gini of wealth we measure from the PSID.
24 It appears from Scholz et al. (2014) that after 2004 a larger fraction of individuals in the sample, about 40%, have received transfers from their
parents. This mostly reflects the effect of the recent recession.



Fig. 5. Calibrated marginal altruism – Φ0ðnÞ. Notes: The Barro–Becker–Bewley (BBB) model features exponential child discounting, while in the SBBB model
child discounting is hyperbolic. The figure was constructed using the relevant calibrated parameters for each model.
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Table 4 reports a robustness exercise in which we recalibrate our BBB model to match a Gini of bequests (inheritances) of
0.89, rather than the Gini of wealth of the original calibration. The rest of the calibration targets remains the same. As the
table indicates, our results are robust to using the Gini of bequests for the calibration. The model is still able to recover
persistence of wealth and earnings. In fact, relative to our benchmark calibration, using the Gini of bequests improves the
model performance along some of the untargeted moments. For instance, the persistence of income, and the coefficients of
variation of earnings and wealth in the model are closer to the data in some dimensions.
Table 4
Robustness analysis.

Moment Data BBB model Gini bequests

Calibrated moments
Earnings–income correlation 0.88 0.83 0.86
Income elasticity of fertility �0.20 �0.13 �0.14
Gini of bequests 0.89 0.71 0.86
Persistence of earnings 0.41 0.41 0.41
Gini of earnings 0.36 0.35 0.36
Average fertility level per parent 1.00 1.10 0.98

Other moments
Persistence of income 0.42 0.71 0.63
Persistence of wealth 0.51 0.51 0.47
Gini of income 0.32 0.38 0.40
Coefficient of variation earnings 0.82 0.69 0.77
Coefficient of variation income 0.72 0.76 0.84
Coefficient of variation wealth 2.93 1.67 2.49
Wealth elasticity of fertility 0.20 0.12 0.10

Notes: Same as Tables 1 and 3. The Gini of bequests is taken from Di Nardi and Yang (2014). The moments under the BBB model correspond to those of the
original calibration.
In terms of calibrated parameters, the most important difference between the benchmark and the model targeting the
Gini of bequests is the calibrated EGS. While as seen in Table 2, σ ¼ 0:73 in our benchmark calibration, σ ¼ 0:64 when
targeting the Gini of bequests. This is the case because an even larger EGS is necessary to match the higher concentration
implied by the Gini of bequests. With a higher EGS, more parents hit the zero-bequest constraint, generating a higher Gini. It
is interesting to notice how this robustness check speaks to the fact that the large majority of the US adult population
receives zero lifetime inter vivos transfers and inheritances from their parents. Our model rationalizes this fact in the
following two ways: (i) with an EGS41 more parents are at the zero-bequest constraint; and (ii) since fertility is a choice
and low-ability parents will have more children than high-ability parents, in the long run the mass of population that would
end up receiving zero bequests from their parents is endogenously larger. One of the main insights of our analysis is that the
data suggest a large EGS, quite distinct from the low EIS estimated in quantitative macro models to rationalize consumption
smoothing over an individual's life cycle. The EGS is essential for models of long run inequality involving endogenous
generations of individuals over time.
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5. Policy experiments

To illustrate the importance of explicitly considering fertility decisions for understanding issues of inequality and social
mobility, we conduct two policy experiments: an increase in estate taxes, and a family planning policy of limiting the
number of children in the spirit of the one child policy. We assume that the interest rate is invariant to the policies so that
the effects correspond either to partial equilibrium or to a small open economy. The main results are summarized in Table 5.

5.1. Estate taxes

The first policy experiment is to introduce a 20% estate tax and use the proceeds to finance an exogenous stream of
government expenditures. For comparison, Table 5 first reports the effects of this policy according to the standard dynastic
model with exogenous fertility. Even for the exogenous fertility model some key predictions are novel due to our identi-
Table 5
Policy experiments – estate taxation and family planning (% changes).

Variable Estate tax policy (20% tax) Family planning

Dynastic model Endogenous fertility model

Average ability 0.0 0.0 0.0
Average fertility per parent 0.0 �7.3 �9.1
Average wealth �87.0 �84.6 192.3
Average earnings 0.0 5.6 7.0
Average income �23.5 �25.0 19.8
Average consumption �23.5 �17.9 58.9
Standard deviation ability 0.0 0.0 0.0
Standard deviation fertility 0.0 �45.0 �100.0
Standard deviation wealth �69.7 �72.7 72.7
Standard deviation earnings 0.0 0.0 2.0
Standard deviation income �21.3 �26.0 34.2
Standard deviation consumption �21.7 �27.5 37.7
Persistence wealth �58.5 �14.0 80.0
Persistence earnings 0.0 7.3 17.1
Persistence income �29.6 �26.0 21.1
Persistence consumption �30.7 �26.0 20.5
Gini wealth 31.8 26.8 �26.8
Gini earnings 0.0 �5.7 �5.7
Gini income �2.7 �10.5 �7.9
Gini consumption 0.0 �8.3 �5.6

Notes: Percentage changes are computed relative to the calibrated models before the policy. For the estate tax policy, results are reported for both the
dynastic model of exogenous fertility and our BBB model. The last column reports changes due to a policy limiting the number of children to replacement
levels or up to two children per two-parent family. Results are reported only for our endogenous BBB fertility model.
fication strategy for the curvature of the utility function by targeting the Gini coefficient of wealth. The result is a higher
degree of intergenerational substitutability of consumption (EGS) than what is typically assumed. As expected, the policy
reduces incentives to save and as a result average wealth and income fall substantially, although earnings are not affected
since both ability and fertility are fully exogenous.25 The novel result is that the policy has substantial distributional effects
either reducing inequality, as measured by standard deviations, or increasing it according to Gini coefficients. Both results
are possible because, as intergenerational savings fall, more individuals become constrained which reduces standard
deviations but also increase the concentration of bequests as fewer individuals make strictly positive transfers.26 For an
utilitarian social planner, means and standard deviations are the two most important moments determining social welfare.
The net effect of the policy on social welfare is not obvious since the planner would dislike the lower mean consumption,
but would like the reduction in consumption inequality.

In contrast to these findings, Castañeda et al. (2003) find no significant distributional effects due to the policy, so that the
main effect of estate taxes is to reduce intergenerational savings. Although their model is much richer, a key difference is
that in our model savings are more responsive to taxes, due to the high EGS, and therefore a tax hike generates a more
drastic compression of bequests around zero. They also report no significant changes in social mobility. In contrast, we find
major reductions in the levels of persistence meaning that higher estate taxes substantially increase social mobility. The
intuition for this result is clear from the Euler equation as estate taxes increase the cost of smoothing consumption.
25 Earnings will fall in a closed economy due to the fall in capital stock.
26 If distributions were log-normal, for example, standard deviations and Gini's would move in the same direction.
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Consider now the predictions of our endogenous BBB fertility model reported in the second column of Table 5. An
increase in estate taxes reduces individuals' resources and therefore individual's welfare. As a result, altruistic parents have
less incentives to have children since the marginal benefit of having a child is proportional to the child's expected wellbeing.
According to the model, fertility rates fall by around 7.3% mostly due to falling fertility of asset-rich individuals. These rich
individuals also explain the large reduction in the standard deviation of fertility of 45%. Different from the dynastic model,
mean earnings increase, instead of being constant, as parents spend less time raising children and more time working. The
model with endogenous fertility still predicts major reductions in wealth and consumption, but to a lesser extent due to the
offsetting effect of higher earnings and higher average degree of altruism ΦðnÞ=n.

The most important difference between the predictions of the dynastic model and our model is in the extent to which
social mobility increases with the tax. Our model predicts significantly less effects on persistence and social mobility par-
ticularly of wealth. The reason can be traced back to decreased fertility, an adjustment in the extensive margin, which
lessens the needed change on bequests, the intensive margin. In other words, when family size can be adjusted, parents can
better manage to smooth consumption intergenerationally and retain persistence. Importantly, the endogenous fertility
model predicts even larger distributional effects from the policy as seen in the larger reductions in the standard deviations
of wealth, income and consumption. This reflects a key trade-off and a novel implication of the model: although asset-rich
individuals are able to retain more intergenerational persistence by reducing family size, they also become a smaller fraction
of the population, an effect that dominates and explains the added reduction in standard deviations.

In sum, properly taking into account fertility choices is important when evaluating the effects of estate taxes because it
leads to first-order changes in the quantitative predictions, as well as different qualitative predictions.
5.2. Family planning policies

A second experiment is a family planning policy seeking to reduce fertility rates, in spirit to the one child policy.
Although the effects of family planning policies have been studied, much less attention has been paid to their effects on
inequality and social mobility.

It turns out that a one child policy, which in the model corresponds to limiting fertility to 0.5 children per parent, eliminates
the stationarity of the model and leads instead to perpetual growth. This is because, as is well-known, Bewley models with
exogenous fertility require the restriction ΦðnÞ=n� �

1þrð Þo1 in order to have an ergodic set, where ΦðnÞ=n is the effective
discount factor in our model. Otherwise, the incentives to save are too strong and consumption eventually diverges to infinite.
This is in fact the case for the calibrated parameters as one obtains ΦðnÞ=n� �

1þrð ÞZ Φð0:5Þ=0:5� �
1þrð Þ41. For this reason, we

consider a less stringent family planning policy, one in which fertility is restricted to be below or equal to replacement levels, i.e.,
one child per parent. Since in the calibrated model all parents have one or more children, then this policy effectively equalizes all
fertility rates to one eliminating any dispersion of fertility.

As Table 5 shows, the effect of the family planning policy is a 9.1% drop in average fertility and a 7% increase in average
earnings as parents spend more time working than raising children. The most significant effect is the large increase in
average wealth and consumption, of 192% and 58% respectively. This is the result of additional earnings, but also more
willingness to endow the fewer children with more bequests since the average discount factor ΦðnÞ=n increases as fertility
drops. According to the model, the policy also increases inequality sharply as seen from the significantly larger dispersion of
wealth, consumption, and income of 73%, 38% and 34% respectively. This result is intuitive since endogenous fertility choices
tend to eliminate inequality, which is the motivating issue of the paper, but the policy restricts fertility choices fostering
additional inequality. On the other hand, the Gini coefficient falls by 27% since parents endow more of the fewer children
with positive bequests. Finally, according to the model the policy also reduces social mobility significantly. As seen in
Table 5, the persistence of wealth, consumption and income increase by 80%, 20% and 21% respectively. In particular, the
persistence of wealth increases from 0.5 to 0.9. The lack of social mobility brought about by the policy is explained by the
same forces that explain the major increase in intergenerational savings. Social mobility occurs in the model when indi-
vidual's outcomes reflects more closely individual's abilities. Large savings serve to isolate outcomes from abilities thus
reducing social mobility. The large build up of saving is driven partly by higher earnings, but mostly by the fact that the only
child becomes more valuable to the parent.

As mentioned above, from the point of view of an utilitarian social planner the most important moments are means and
standard deviations. In that case, and similar to the case of estate taxes, the convenience of family planning policies is
unclear since means improve, but standard deviations deteriorate. The effects on Ginis and social mobility are not first order
for such planner.27
27 A full discussion of optimal policies with endogenous fertility is beyond the scope of the paper. Further considerations are transitional dynamics and
total versus average utility. See Cordoba and Liu (2014) for a related discussion in a model with no savings.
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6. Concluding comments

Understanding fertility choices is important for policy evaluation because they affect most long run economic variables
such as consumption, savings, income, labor supply, inequality and social mobility. But a proper inclusion of fertility choices
has remained out of mainstream long run macroeconomics. We conjecture that this is due to some implausible predictions
that have arisen when fertility is properly taking into account, such as the lack of persistence result of Alvarez (1999). We
have shown that models of endogenous fertility by dynastic altruistic parents can produce empirically plausible levels of
persistence both for wealth and earnings. We recover realistic levels of persistence by combining three novel elements into
an otherwise standard Bewley model: (i) exponential child discounting instead of hyperbolic discounting; (ii) diminishing
marginal costs of child rearing; and (iii) a discrete choice for the number of children. In addition, an important component of
the model is an intergenerational elasticity of substitution larger than one, as opposed to the typical intergenerational
elasticity of substitution less than one.

The focus of our analysis has been recovering persistence in an otherwise standard BBB model. In addition to fertility
choice, the main channel of intergenerational persistence in this class of models is the transfer of financial assets, namely
inter vivos transfers and inheritances. Having recovered persistence, we leave for future research extensions of the model
that consider the intergenerational persistence of human capital. Our model considers an exogenous process for the
transmission of earnings ability across generations, but endogenizing it may provide additional insights.

We also leave for future research the extension of our model to a full life cycle setting. Although stylized, the insights we
gathered from our BBB model here constitute the first step into a more widespread use of altruistic models of fertility choice
to study inequality and social mobility. This class of BBB models are useful tools for policy analysis and for the derivation of
optimal policies in macroeconomics.
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